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Planetary exploration missions often have the capability of collecting more data
volume than the mission is allocated in downlink bandwidth. Currently, instruments
often collect and transmit data at a rate that equals their bit limit, remaining idle
much of the remaining time. One scenario to take advantage of instrument capability is to permit continuous data collection and to autonomously select onboard
the most scientiﬁcally valuable images for downlink. Given the same bandwidth
constraint, this approach should increase the diversity and value of the transmitted
data. A critical issue with this approach is how to prioritize the data. In this article, we present a quantitative technique for evaluating prioritizations. We apply
the technique to assess the agreement of human experts on image rankings. These
results can provide an upper limit to the kind of agreement we may expect between
a set of rankings generated by humans and those produced by an automated algorithm. In addition, our analysis of the results leads to insights for maximizing the
performance of automated algorithms that could be used onboard a spacecraft.

I. Introduction
As the number of planetary exploration missions increases, contention over the limited bandwidth
available through the Deep Space Network (DSN)4 will lead to critical decisions regarding what data to
download. Currently, each mission and each instrument are allocated a speciﬁc amount of bandwidth.
Instruments are generally tasked to collect exactly the quantity of data that will ﬁll their bandwidth
allocation. As a consequence, many instruments are idle much of the time. For example, the Thermal
Emission Imaging System (THEMIS) instrument [1] on Mars Odyssey operates at a duty cycle of about
15 percent, although it is capable of much higher performance. Currently, the instrument collects only
a small fraction of its possible observations and then transmits them all back to Earth. THEMIS could,
however, collect at least three times this amount of data. An onboard mechanism would then be required
to determine which data should be sent to Earth. Any onboard analysis that would select which data
will be downloaded must be reliable and have a demonstrated ability to make good decisions, where the
decision quality is evaluated by domain scientists. Evaluation of such methods for THEMIS, or any other
instrument, to conﬁrm that they do prioritize data as desired is critical.
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In this article, we present a quantitative assessment method for evaluating prioritization algorithms.
The operational scenario we focus on is prioritizing images for rover traverse science. This assessment
method assumes that there exists a “best” or “optimal” ranking of the data that represents how a human
scientist would order the data. To test this hypothesis, we performed a study of the agreement between
human experts. The level of agreement between experts deﬁnes the upper bound of possible performance
for an automated prioritization algorithm. We ﬁnd that the experts generally agree about which data is
of the highest “science value.” We also compared the agreement between non-experts on the same task.
As we might expect, the non-experts showed a lower degree of agreement due to diﬀerences in how they
interpreted “science value.” These results indicate that automated methods, like humans, will require
that the selection criteria—how the “best” ranking should be determined—be very precisely speciﬁed.

Section II of this article describes a method for quantitative comparison of two prioritizations of a set
of data. In Section III, we present the results of our study of human experts. Section IV summarizes our
ﬁndings and concludes with recommendations for improving the performance of automated methods.

II. Quantitative Assessment of Prioritization Methods
There is no generally accepted approach for evaluating prioritization methods. Therefore, we applied
a statistical method for comparing two rankings of the same data set, where each ranking represents a
prioritization.

Our method uses the Spearman rank-order coeﬃcient [3] to calculate the agreement between two
rankings, R and S, of the same data set. Let the set of n items (here, images), where n > 1, be given by
X = {x1 · · · xn }. Let Ri and Si be the rank of item xi according to R and S, respectively. We calculate
the agreement between the two rankings using the Spearman rank-order correlation coeﬃcient, r, which
is expressed as

r =1−
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where D is the sum of the squared diﬀerence of the ranks:
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The Spearman coeﬃcient r ranges in value from 1 to −1. When R and S agree perfectly, it is clear that
D = 0 and, thus, r = 1. In contrast, when R and S completely disagree, we have
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from which it follows that r = −1. Once r is known, the signiﬁcance of r, which depends on the number
of items being ranked, can also be calculated. To compare the rankings from multiple individuals, the
mean correlation coeﬃcient is computed. We use Student’s t-distribution to calculate the signiﬁcance of
the mean agreement.
We can use this method to compare the output of an autonomous prioritization algorithm with the
desired ranking of the same items. To do so, we require knowledge of the “correct” ordering of the items.
In this article, we present the results of a study we conducted to determine the level of agreement between
diﬀerent humans. The results of this analysis, presented in the next section, provide insights on how to
assess automated methods as well as recommendations for the design of those automated methods.

III. Experimental Results and Analysis
Automated prioritization of data for downlink is particularly useful for planetary rovers, which can
typically take many more images than they can transmit back to Earth. For example, as a rover travels
from one designated study site to another, it steadily records images for navigation (navcam) and hazard
avoidance (hazcam) purposes. Some of these images may also be of scientiﬁc interest. Although the rover
cannot send back every image at full resolution, it could use an automated prioritization method to rank
the images for possible transmission. We refer to this scenario as rover traverse science.
For these experiments, we collected 25 images taken by the navigation cameras on the Field Integrated
Design and Operations (FIDO) rover [6] during a ﬁeld test near Flagstaﬀ, Arizona, in August 2002. FIDO
is an experimental test rover for the 2003 Mars Exploration Rovers. Each image taken by FIDO consists
of 640 × 480 pixels; the average image size is 900 kilobytes. The images range from panoramic views of
the landscape to local close-up views of rocks (see Fig. 1).
The goal of this study was to assess the level of agreement between humans when asked to prioritize
a set of images. We collected ranking information from each person independently. First, we presented
all 25 images and asked which image was the most important from a scientiﬁc standpoint—that is, if the
rover had taken the 25 images and it could only send back one, which would be the most important to
transmit to the science team? After removing that image, we asked which of the remaining images was
now the most important. We proceeded in this way until we obtained a full ranking of all 25 images
from each person. A total of sixteen people, of diverse backgrounds, participated in the study. Seven
of these individuals were geologists with rover experience (this includes one geology student) and were
considered experts. The remaining nine individuals had technical backgrounds but no particular training
in geology or rover traverse science and were considered non-experts. A vulcanologist was included in the
non-experts for this study, because while an experienced ﬁeld geologist, he did not have experience with
rover science.
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Fig. 1. Sample FIDO images used in the experiment. Referring to the portion of the experiment in which the images
were divided into three clusters, the first column contains examples that were placed in cluster 1, the second column
shows examples from cluster 2, and the third column shows examples from cluster 3.

A. Complete Ranking
The ﬁrst test that we performed was to directly compare the complete image rankings, calculating
the Spearman rank-order coeﬃcient between each pair of individuals. The Spearman correlation between
members of the study varied from a low of −0.23 to a high of 0.93. For the overall correlation, the mean of
the Spearman correlations between each pair of individuals (16 people result in 120 pairs) was used. The
mean correlation was 0.34. More importantly, the mean correlation among experts with previous rover
experience was 0.41, which is signiﬁcant at the 95 percent level. These seven individuals had pairwise
correlations that ranged from 0.43 to 0.93. All but two of these pairwise correlations are signiﬁcant at the
99 percent level. This indicates that, in general, the experts were positively correlated on the ranking of
the data. The positive correlations, while not always strong, indicate that there is agreement that some
orderings of the data are preferable to others. Thus, if not all data could be transmitted, there would be
a distinct beneﬁt to prioritizing the data for downlink even if the exact best ordering is not agreed upon.
The relationships of correlations between individuals are shown graphically in Fig. 2, which is a
multidimensional scaling of the pairwise correlation values, projected into two dimensions [2]. Here,
distance corresponds to (lack of) correlation. Six of the individuals with previous rover image experience
are indicated with the letters A through F, where E is a geology student. The seventh expert is I. H is
a vulcanologist and had a very diﬀerent set of priorities. The rest of the participants, non-experts, are
more widely scattered.
4

Fig. 2. Visualization of similarities between human rankings. The ellipse is
drawn around the points representing six of the seven experts, emphasizing
that the experts are relatively tightly grouped. The last expert is I, slightly
beyond the group.

B. Correlations for Image Clusters
After analyzing agreement on the complete ordering, we evaluated the data and prioritizations to
determine if there was a distinction between general classes of images present in the data set. The data
were sorted into three clusters with the k-means clustering algorithm [4] using features automatically
extracted for each image, as described in [5]. The properties of the images in each resulting cluster can
be described as follows (see also Table 1). Cluster 1 consists of images of the near ﬁeld. They are ﬁlled
with a view of the ground and do not have a horizon in the image. Clusters 2 and 3 contain images with
a horizon, where the images in cluster 2 are distinguished as having features on the horizon (hill, cliﬀ,
etc.) and images in cluster 3 generally have a ﬂat horizon. Examples for each of the clusters are shown
in Fig. 1. After clustering and assigning the cluster identiﬁcation (id) to each image, we then evaluated
each individual’s ranking of the images to determine if they had a preference for a certain cluster. We
found that, in general, individuals preferred horizon images to foreground-only images.

For this statistical test, each image was labeled as either belonging to cluster 1, 2, or 3. Our goal was
to determine if there was any diﬀerence between the rankings of clusters. The null hypothesis was that
“there is no signiﬁcant diﬀerence between the clusters.” We then sought to disprove this hypothesis, i.e.,
to show that the clusters are meaningful with respect to rankings. We found that 12 of the 16 people
(75 percent) show signiﬁcant diﬀerences in their clustered ranks at the 90 percent signiﬁcance level; 9 of
16 (56 percent) show diﬀerences at 95 percent, and 7 of 16 (44 percent) at the 99 percent level. The six
geologists with rover experience were at the 99 percent level. One expert was at the 95 percent level.
None of the individuals at the 90 percent or lower level of signiﬁcance were experts. All of the experts
preferred cluster 2 over cluster 3 and cluster 3 over cluster 1. All but two individuals in the experiment
felt that cluster 2 was the most important. The implications of this result are that if onboard analysis
can determine a semantic label (cluster) for an image, a priority can be assigned based on the label.
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Table 1. Description of the subsets into which
the collection of images was divided.

Cluster

Number of
members

Image properties

1

8

Near ﬁeld, no horizon

2

10

Horizon with feature

3

7

Flat horizon

Interestingly, some individuals actually physically divided the images into three classes while conducting the experiment and explicitly took an image from one class and then another, rotating through
them. Such a method emphasizes diversity, while assigning all the images from one class a high priority
focuses on depth of information on that class. In addition, several experts stated that an image with only
foreground was of little use without an image to provide context, in this case an image with a horizon.
Thus, the scientiﬁc value of the images is not independent of each other.
C. Correlations Restricted to Single Clusters
Having determined that the experts and many of the non-experts did consider some sets of images to
be of higher priority on the average than others, we then wished to determine if there was agreement
on the rankings of images within each cluster. The results are shown in Fig. 3. As the clusters have
fewer samples (image members), the signiﬁcance for the same level of agreement decreases. Even taking
this into consideration, cluster 2 has a very low agreement. It is interesting that, while there was almost
complete agreement that cluster 2 was the most important, there is almost no agreement on which images
within cluster 2 are the most important. The eﬀect is the most pronounced with the experts, for whom
there was over 95 percent conﬁdence in the ranking order of cluster 2 for every expert and close to zero
correlation on the ordering of images within cluster 2. This indicates that the most important information
in the prioritization was captured by the cluster membership. The non-experts agreed very well on the
images in cluster 1, while the experts did not. The result indicates that there were distinguishing features
in the images of this class that the non-experts all thought were important but that the experts did not
feel were important.

IV. Conclusions and Recommendations
One method for maximizing science return when downlink bandwidth is limited is to prioritize the
data onboard before transmission. Automated prioritization methods must be evaluated for their ability
to construct data rankings that reﬂect the priorities human scientists would assign to them. In this
article, we presented a qualitative method for comparing two rankings of the same data set. We used
that method to assess the level of agreement between humans and found that the broad goal of “ranking
by science value” led to agreement that was statistically signiﬁcant, but did not lead to a “best” ordering
of the data among experts. Among non-experts, however, there was less agreement. When the images
were divided into three distinct groups, it was determined that most of the expert agreement on the
overall ranking is explained by membership in a class and very little on the order within the class. This is
a very promising point for onboard prioritization since the images were divided into three clusters using
an automated method.
We found that one of the biggest obstacles to higher agreement was the inherent vagueness in the term
“scientiﬁc value.” Each person interpreted this criterion diﬀerently. Those with rover image experience
interpreted it in that context and, since most of them had worked with images for navigation purposes,
they tended to prioritize images that would be most useful for planning a rover’s future traverse. In contrast, the vulcanologist (H) ranked the images in a very diﬀerent way (H is actually negatively correlated
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Fig. 3. Agreement on the rankings of images within each cluster:
(a) mean correlation between rankings from pairs of individuals and
(b) significance of the ranking correlation.

with two-thirds of the other participants). The remaining participants had other interpretations, such as
prioritizing close-up images of rocks or looking for images with interesting structure on the horizon.

Several of the experts commented that scientists rarely consider the broad question of which data
are scientiﬁcally most interesting. Usually, they operate in a scenario where they are studying a certain
phenomenon or evaluating a speciﬁc hypothesis. In addition, each scientist had a bias towards what was
interesting based on his or her area of expertise. For example, a sedimentologist and petrologist might
disagree on the relative value of a soil image versus a rock image. The diverse interests of a science team
are moderated by the mission scientist or instrument principal investigator. Decisions are made based on
anticipated information gain. These observations led us to conclude that, to achieve the highest level of
agreement and reliability, the ranking goal must be very precisely stated by an expert.

We recommend for the future development of automated prioritization methods that, rather than
ranking items by their scientiﬁc importance, we are likely to see more success when ranking items based
on their relevance to a speciﬁc scientiﬁc issue, such as evidence for past water. This approach would also
lead to higher agreement with human rankings produced with the same goal in mind, and it is likely that
any disagreements could be more readily interpreted and resolved.
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