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ABSTRACT

The Martian seasonal CO2 ice caps advance and retreat
each year. They are currently studied using instruments
such as the THermal EMission Imaging System (THE-
MIS), a visible and infra-red camera on the Mars Odyssey
spacecraft [1]. However, each image must be downlinked
to Earth prior to analysis. In contrast, we have developed
the Bimodal Image Temperature (BIT) histogram analy-
sis method for onboard detection of the cap edge, before
transmission. In downlink-limited scenarios when the en-
tire image cannot be transmitted, the location of the cap
edge can still be identified and sent to Earth. In this paper,
we evaluate our method on uncalibrated THEMIS data
and find 1) agreement with manual cap edge identifica-
tions to within 28.2 km, and 2) high accuracy even with
a smaller analysis window, yielding large reductions in
memory requirements. This algorithm is currently being
considered as a capability enhancement for the Odyssey
second extended mission, beginning in fall 2006.

1. INTRODUCTION

Like the Earth, Mars experiences significant seasonal wea-
ther patterns. One result of these changes is the presence
of CO2 ice caps at both poles that advance and recede
seasonally. The seasonal cycling of CO2 from the atmo-
sphere to the polar caps (condensation) and back to the
atmosphere (sublimation) significantly alters the distribu-
tion of mass on the planet. This effect is large enough that
it is possible, even from Earth, to observe the resulting
oscillation of the center of gravity of Mars [2]. Scientists
are interested in tracking the motion of the polar caps over
time so that we can better understand the processes at the
north and south poles as well as any interannual changes
in polar cap behavior.

Since the polar cap stands out as distinctly colder than
the rest of Mars, an ideal way to track it is to use an infra-
red camera in Mars orbit. In this study, we have used
data collected by the THermal EMission Imaging Sys-

tem (THEMIS) instrument [1] onboard the Mars Odyssey
spacecraft. Mars Odyssey started its science orbits in
February of 2002 and has made observations that cover
two northern Martian winters to date.

In this paper, we present the Bimodal Image Temperature
(BIT) histogram analysis method and its application to
THEMIS images of the north polar region of Mars. We
currently focus on the north pole due to a recent THEMIS
imaging campaign that produced heavy coverage of the
polar region during the last northern winter. A similar
campaign is currently being conducted over the south pole,
during southern winter, and we expect to extend our anal-
ysis to those observations when they become available.

The BIT method was developed specifically to be usable
in an onboard setting. Onboard science permits the pre-
liminary analysis of all data collected by a remote space-
craft, which enables the prioritization of data for down-
link and enhanced science return from both rovers [3] and
orbiters [4]. We envision BIT being used to greatly ex-
tend the surface coverage THEMIS attains, which is cur-
rently limited by the amount of data that can be returned
to Earth. The north pole imaging campaign resulted in a
data set that is about one-third composed of images with
the polar cap, and the rest composed of images that lack
the cap edge. With the ability to automatically prioritize
images that contain the edge of the polar cap, we can in-
crease the number of images with the cap edge that are
returned.

We compare our automated detections to two standards:
1) a model of the polar cap generated by an independent
analysis of contemporary data collected by the Thermal
Emission Spectrometer (TES) [5], and 2) manual anno-
tations of the same THEMIS data produced by visual in-
spection of the temperature profile. We find very good
agreement with both standards. In Section 6.2, we present
the results of using the BIT method in a simulated on-
board scenario, where THEMIS continually collects data
and analyzes a cached sliding window of data. We find
that recall (the percent of true cap edges found) is affected
to a larger degree than precision (the percent of BIT de-
tections that are valid) when the window size is reduced.
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This effect may be tolerable if a reduction in the computa-
tional and memory requirements is needed. We conclude
in Section 7 with a discussion of the advantages of using
BIT over a TES-based model or manual annotations, and
we describe how BIT can be used onboard THEMIS to
provide continuous monitoring of the Martian polar caps.

2. BACKGROUND ON THEMIS DATA

The THEMIS instrument contains two subsystems: In-
frared (IR) and Visible (VIS). The IR camera has 10 fil-
ters, from 6 to 15 µm, and it images the surface with 100-
m/pixel resolution.

Previous analysis of the Martian polar caps has relied
on TES data, which has a per-pixel spatial resolution of
3 km. THEMIS provides a 30-fold increase in spatial
resolution over TES data and thereby promises to yield
much more precise identification of the edge of the po-
lar cap. We focus on data collected by THEMIS band 9
(12.57 µm), which most clearly shows temperature dif-
ferences in the image. Each THEMIS IR image is 320
pixels (32 km) wide and a variable number (ranging from
3600 to 14, 352) of pixels long. To study the seasonal
north polar cap recession, we identified images of the
northern latitudes that ranged from Ls 350◦ (early win-
ter) to 70◦ (late spring). Since our goal is to demonstrate
the feasibility of onboard analysis, we worked solely with
the raw, uncalibrated (EDR) data.

3. THE BIT HISTOGRAM ANALYSIS METHOD

The BIT method does not analyze the image itself di-
rectly. Instead, it operates on a temperature histogram,
which summarizes the distribution of observed tempera-
ture values. Images that contain the polar cap edge have
an associated temperature histogram that is bimodal, since
both “cold” (polar cap) and “warm” (not polar cap) pix-
els are present. When this is the case, we dynamically
identify the cutoff between cap and non-cap pixels, then
locate the image line that best matches the transition be-
tween the two. We next describe BIT in more detail.

3.1. The BIT Algorithm

Step 1: Calibration [Optional]. Because we are work-
ing with uncalibrated data, we do not know the “true”
temperature of each pixel. Our method does not rely on
absolute temperatures and, in fact, can be applied without
any calibration. However, we gain a slight improvement
in precision by performing a fast approximate calibration
to help select the most appropriate cutoff. We pseudo-
calibrate [6] each pixel i in the image by converting the
raw digital number, DNi, to a temperature, Ti:

x = (DNi − o × g) × g/16 (1)
Ti = 101.85 × log10(x) − 223.3, (2)
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Figure 1. Temperature histogram for pixels in THEMIS
image I09640013 (longitude 268.42E, Ls = 350.61◦).

where o and g are the instrument offset and gain parame-
ters, provided in the header of the data file.

Step 2: Temperature Histogram. We construct a histo-
gram of all of the calibrated temperature values in the
image. Each histogram bin is 2 K wide, and the histogram
ranges from 130 to 270 K. Fig. 1 shows the histogram for
image I09640013.

Step 3: Dynamic Thresholding. We identify the charac-
teristic “dip” (local minimum) between the two temper-
ature modes, and select the corresponding temperature,
T ′, as the threshold that distinguishes the polar cap from
non-cap pixels. More specifically, we first identify the
left and right peaks as local maxima in the histogram.
We then identify the minimal point between them as the
appropriate temperature threshold. In Fig. 1, T ′ = 172
K. Due to the season, some images include regions that
the sun does not illuminate, resulting in a third (extremely
cold) mode. In such a case, we select the “dip” closest to
170 K. Finally, we filter the detections by requiring that
T ′ be in the range [160, 210] K.

Step 4: Cap Edge Identification. The CO2 cap is not a
discrete phenomenon, with an abrupt “edge.” Instead, it
grows thinner with increasing distance from the poled,
eventually becoming a thin layer of CO2 frost, then iso-
lated frost deposits, and then disappearing completely.
Therefore, we define the cap “edge” as the point at which
only 50% of the surface is covered in frozen CO2. BIT
applies the temperature threshold to the original image
by marking each pixel that is colder than T ′ as belonging
to the polar cap and each pixel that is warmer than T ′ as
“non-cap.” We then proceed from north to south and ex-
amine each line of the image, halting when we find a line
that is less than 50% “cap.” For image I09640013, BIT
finds the cap edge at latitude 59.80 degrees north. This is
shown visually as the red line in Fig. 2.
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Figure 2. Uncalibrated temperature data (band 9) from
THEMIS image I09640013 (contrast-enhanced), cropped
to show only 58.36◦N to 62.33◦N. Horizontal lines indi-
cate various detections and annotations of the cap edge.
The image width is 32 km.

3.2. Complexity Analysis

The BIT algorithm strikes a compromise between sim-
plicity (for potential use onboard THEMIS) and adapt-
ability (to be able to run on uncalibrated data). Overall,
the algorithm is linear in the number of pixels in the im-
age, n. More specifically, the cost of each step is as fol-
lows:

Step Action Operations
1 Calibrate (optional) 4 per pixel
2 Update bin count 1 per pixel
3 Find histogram “dip” 1 per bin
4a Mark as “cap” or “non-cap” 1 per pixel
4b Sum “cap” pixels in line 1 per pixel
4c Check if < 50% “cap” 1 per line

Total 7 per pixel, 1 per bin, 1 per line

For example, image I09640013 in Fig. 1 is 320 pixels
wide by 14, 352 lines long, and the histogram we use con-
tains 70 bins. The total number of operations is roughly
32, 000, 000, and the entire image must be stored in mem-
ory (4.4 MB). As we will show later, moving to a sliding
window operational scenario can greatly reduce the com-
putation and memory requirements for each analysis per-
formed.

4. RELATED WORK: TES MODEL

The Thermal Emission Spectrometer (TES), onboard Mars
Global Surveyor, is also an infra-red camera in Mars or-
bit. TES observes at wavelengths ranging from 6 to 50 µm.
Although TES has much lower spatial resolution than
THEMIS, its temperature observations are much more
reliably calibrated. Therefore, we have evaluated BIT’s
detections against a model derived from contemporary
TES observations. This model is a 51-coefficient Fourier
fit to cap edge locations identified in 60-km binned TES
data, with a 1-sigma error estimate of 1.4 degrees of lat-
itude [5]. For image I09640013, the TES model predicts
that the cap edge is at 60.87 degrees north (see Fig. 2,
blue and cyan lines), which is 1.07 degrees farther north
than BIT’s detection. The BIT detection is within the
margin of error for the TES model.

5. MANUAL ANNOTATIONS

As a second source of independent validation, a student
(E. P.), who was not involved in the algorithm develop-
ment, was trained to manually annotate the beginning and
end of the defrosting zone in THEMIS images. The de-
frosting zone stretches from where the CO2 ice begins to
sublimate to the point at which no CO2 remains. A total
of 435 images were annotated in this fashion. Rather than
looking at the temperature histogram, these annotations
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Figure 3. Temperature profile for THEMIS image I09779015 (longitude 220.57E, Ls = 356.44◦), with cross-track aver-
aging; 10 lines = 1 km. The north end of the image is to the left, and the south end is to the right. Vertical lines indicate
the manual annotations of the beginning and end of the defrosting zone.

were generated after examining each image’s tempera-
ture profile, which includes the mean temperature value
for each line in the image (i.e., cross-track averaging).

For example, the temperature profile for image I09779015
is shown in Fig. 3. This profile shows the characteris-
tic shape we observe in THEMIS images that contain the
edge of the CO2 cap: a sigmoid curve that transitions
from a low temperature compatible with the presence of
CO2 ice to a temperature that is too warm to support CO2

ice. The beginning of the defrosting zone, as annotated,
occurs at about line 6200, at a temperature of 160 K, and
it ends near line 9600, at 185 K. Our manual annotator
identified the beginning and end of this zone to the near-
est 100 lines. Therefore, each annotation is specified ±10
km (1 line = 100 m). We interpret the midpoint, at line
7900, as a first approximation to the edge of the cap. The
same method was used to derive the green line in Fig. 2,
which is where the manual annotations predict the cap
edge to be.

A natural question to ask is to what degree the manual an-
notations and the TES model predictions agree. For each
of the 435 images, we compared the line indicated by the
midpoint between the annotated beginning and end of the
defrosting zone against the TES model’s predictions for
that longitude and Ls. We found high agreement in terms
of deciding which images contained the polar cap (426 of
435), but less agreement about the exact location of the
cap. The mean deviation between the manual annotations
and the TES model was 2.07 degrees of latitude, or about
124 km, with a strong southward bias; that is, the manual
annotations tended to indicate that the polar cap edge was
further south than what the TES model would predict. In
the rest of this paper, we will evaluate against both stan-
dards (TES model and manual annotations), but we will
rely more heavily on our comparison with the manual an-
notations, as they were derived from the same THEMIS
data that we provide to BIT.

6. EXPERIMENTAL RESULTS

To evaluate the performance of the BIT method, we used
it to analyze the 435 THEMIS images in their raw, uncal-
ibrated (EDR, or Experiment Data Record) format. We
evaluated BIT in two operational scenarios: image-based
and continuous (windowed) mode. In each scenario, we
used two evaluation metrics. First, we assessed the de-
gree of accuracy in terms of identifying which images
contain the CO2 cap edge, using recall (R) and precision
(P ) measures. Let Ic be the set of images that contain
the cap edge (according to the TES model or the manual
annotations) and BITc be the set of images BIT labels as
containing the cap edge. Then

R =
|Ic

⋂
BITc|

|Ic| (3)

and

P =
|Ic

⋂
BITc|

|BITc| . (4)

Recall is the percentage of Ic that BIT found, and preci-
sion is the percentage of BITc that were accurate. False
positives are images that lack the CO2 cap edge but that
BIT labels as having the edge present, while false nega-
tives are images that BIT incorrectly labels as not having
the cap edge. Note that, in a scenario where BIT’s de-
cisions aid in prioritizing data for downlink, we would
rather have false positives than false negatives, so that we
can avoid missing any images that contain the cap edge
(at the cost of possibly downlinking images that lack it).

The second evaluation metric we used was an assessment
of the accuracy of the detected cap edge, when one was
detected. We calculated the deviation between BIT’s cap
edge detections and those provided by the TES model and
the manual annotations, in terms of kilometers and/or de-
grees of latitude. One degree of latitude on Mars is ap-
proximately 60 km.
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Figure 4. Comparison of BIT CO2 ice cap detections
(open circles) against the TES model (closed circles)
and manual annotations (plus signs), for Ls = 340◦to
360◦(late winter / early spring). Detections for the same
image are connected by vertical lines. Dashed lines show
the TES model’s range of predictions, including the mar-
gin of error.

6.1. Results for Image-Based Analysis

THEMIS currently operates in a targeted, image-based
fashion. In this operational mode, we assessed the accu-
racy of BIT’s identification of which images contain the
polar cap. For those images, we further assess the ac-
curacy with which BIT identifies the location of the cap
edge, compared to both the TES model’s predictions and
our manual annotations of the images.

In terms of identifying which images contain the CO2

polar cap edge, we find good agreement with both the
TES model (96.3%) and with the manual THEMIS an-
notations (93.3%); see Table 1. BIT’s precision as mea-
sured against both standards is very high, reflecting the
small number of false positives that BIT detects. Recall
is somewhat lower in both cases, due to the larger num-
ber of false negatives. As noted above, in a downlink pri-
oritization scenario, we would prefer to have more false
positives than false negatives. We are currently looking
into ways to bias the algorithm in this direction.

For 80 images where the cap edge was detected, we also
evaluated the degree to which the location BIT identified
as the cap edge matched both standards. Fig. 4 shows
all BIT detections between Ls 340◦to 360◦, which corre-
sponds to late winter / early spring in the northern hemi-
sphere. The three data points (BIT detection, manual an-
notation, and TES model prediction) associated with each
THEMIS image are connected by a vertical line. The
dashed lines indicate the range of TES model predictions
for that time period, including the 1-sigma error estimate,
as a reference. We see that BIT’s detections and the man-
ual annotations tend to fall within this range. Note that
there is one significant outlier, where the BIT method de-

tected the cap edge to be at a latitude in excess of 85
degrees. This detection could be easily discarded due to
the time of year at which the image was collected.

Overall, the mean deviation between BIT detections and
the TES model was 1.21 degrees (about 72 km, and within
the TES model margin of error), while the mean deviation
between BIT and the manual annotations was just 28.2
km. Fig. 5 shows histograms of the deviations we observe
between BIT detections and each standard. Fig. 5(a) con-
tains vertical lines indicating the 1-sigma error estimate,
or the margin of error. We find that the majority (67.9%)
of BIT’s detections fall within this region, with the ex-
ceptions tending to occur later in the spring as the cap
edge recedes further north. We also observe a bias in
both cases; BIT tends to detect the cap edge slightly fur-
ther south than where the TES model predicts it to be,
and slightly north of where the manual annotations in-
dicate that it is (Fig. 2 is an exception). This is consis-
tent with our comparison of the TES model against the
manual THEMIS annotations. We also find that the man-
ual annotations histogram, in Fig. 5(b), is much “tighter”
than that for the TES model, in Fig. 5(a), indicating a gen-
erally higher level of agreement. In this case, 92.6% of
BIT’s detections fall within 1.4 degrees of the manual an-
notations. This observation reflects the fact that BIT’s de-
tections and the manual annotations were generated from
the same data source and confirms that BIT is detecting a
valid phenomenon.

Error analysis. We carefully surveyed the mistakes BIT
made to obtain a good understanding of its strengths and
weaknesses. The simple, heuristic nature of the algorithm
provides efficient operation, but it can sometimes result in
very wrong decisions. For example, the biggest class of
errors arose from images such as I10631008. The tem-
perature profile for this image is shown in Fig. 6, where
we see that only the beginning of the defrosting zone
is present (line 8200); the image does not fully capture
the end of the defrosting zone. Because of the incom-
plete imaging of the defrosting zone, the temperature his-
togram (Fig. 7) is biased to be slightly colder than we
would otherwise expect. In thise case, BIT identifed the
temperature threshold as T ′ = 172 K, a very reasonable
and common value. The temperature profile also displays
an intriguing temporary rise in temperature around lines
3500 to 5000, where several pixels exhibit temperatures
above 172 K. The result is that BIT detects the cap edge
prematurely, and much too far north, due to these unusu-
ally warm pixels. Images such as this one are the outliers
in Fig. 5(b), with deviations to the far right on the his-
togram. If BIT also examined the temperature profile, it
should be possible to avoid this kind of error.

6.2. Results for Windowed Analysis

THEMIS will soon be moving to a near-continuous mon-
itoring mode, where it will be collecting far more data, to
be returned in summary form, unless features of interest
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Table 1. Analysis of the agreement between BIT and two standards, the TES model and manual THEMIS annotations, in
identifying which images contain the CO2 polar cap edge (of 435 total images).

BIT Validation
Standard Recall Precision False pos False neg Agreement

TES model 92.0% 97.2% 4 12 419 (96.3%)

Manual annotations 86.4% 94.3% 8 21 406 (93.3%)
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(a) BIT vs. TES model. Vertical lines indicate the ± 1.4
degree error estimate.
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(b) BIT vs. manual annotations.

Figure 5. Histogram of deviations (in km) between BIT detections of the polar cap edge and both the TES model and
manual THEMIS annotations. Positive deviations indicate that BIT detected the cap farther north.
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Figure 6. Temperature profile for THEMIS image I10631008 (longitude 131.08E, Ls = 30.09◦), with cross-track averag-
ing; 10 lines = 1 km. The north end of the image is to the left, and the south end is to the right. Vertical lines indicate the
manual annotations of the beginning and end of the defrosting zone.
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Figure 7. Temperature histogram for pixels in THEMIS
image I10631008 (longitude 131.08E, Ls = 30.09◦).

(such as the polar cap) are detected. We simulated this
mode by running a sliding window, of a specified length,
down each image and providing BIT only the lines that
fall into the window. We experimented with several dif-
ferent values for this context window size, w. We expect
to see a reduction in both recall and precision as the win-
dow size is reduced. However, a smaller window requires
less onboard memory. In this section, we analyze this
tradeoff.

Our simulation was conducted by converting each image
into a set of smaller sub-images of height w. The first
sub-image was composed of image lines 1 through w.
Advancing w/2 lines, the next sub-image was composed
of lines w/2 + 1 through w + w/2. This process contin-
ued until we reached the end of the original image (the
final sub-image generated may be less than w lines long).
Smaller window sizes resulted in a larger number of sub-
images that were generated.

We found that performance exhibited a strong dependence
on the context window size. Fig. 9 shows the recall and
precision we observed when comparing BIT to both the
TES model and the manual annotations for window sizes
ranging from 256 to 4096 lines. We find that precision
is affected less than recall in terms of the impact of a
smaller window. That is, a smaller window size makes
it more likely that BIT will miss the cap edge, due to a
paucity of data, but tends not to increase the number of
false detections as much. We can also see that BIT con-
tinues to agree more strongly with the manual annotations
(Fig. 9(b)) than with the TES model (Fig. 9(a)).

It is also important to consider the savings in memory
requirements provided by the reduced context window
size. Fig. 8 shows the amount of memory (in KB) re-
quired to process a single context window. Although a
smaller window size results in more individual windows
to process, each one can be accomplished more quickly
and within tighter memory constraints. For example, the
fixed memory size required to search for the polar cap in
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Figure 8. The memory required for various context win-
dow sizes as specified to BIT for continuous monitoring
of the Martian surface.

THEMIS images, using a window size of 2048 lines, is
625 KB. This is less than 20% of the memory required
to process an entire image in one pass. For compari-
son, it would take 3.3 MB to process image I09779015,
which is 10, 768 lines long. As mentioned earlier, image
I09640013, which is 14, 352 lines long, requires 4.4 MB.
Given onboard computing constraints, it is possible to ad-
just BIT’s configuration, via the context window size, to
make it feasible for onboard use (at some cost to accu-
racy).

7. CONCLUSIONS

In this paper, we have presented the BIT (Bimodal Im-
age Temperature) histogram analysis method, which can
automatically identify the edge of the CO2 polar cap in
THEMIS images of Mars. In evaluation over 435 images,
we have shown that this method has very good agreement
both with a model derived from contemporaneous obser-
vations by a different instrument (TES on Mars Global
Surveyor) and with manual annotations of the THEMIS
image by an independent party. The agreement is highest
with the manual annotations (within 28.2 km), which in-
creases our confidence in the results. We have identified
some cases where BIT makes incorrect decisions, and we
are in the process of developing improvements to address
those cases.

Given that THEMIS will be moving to a near-continuous
monitoring mode, we also evaluated BIT in a windowed
scenario, where it has access only to data from a fixed
number of image lines, rather than the full image. We find
that recall and precision are affected by w, the window
size. Our assessment of the algorithm’s sensitivity can
be used to identify an appropriate tradeoff point between
accuracy and memory consumption.

BIT was specifically designed to operate with uncalibrated
data in the form that it is collected onboard THEMIS. We
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Figure 9. Recall and precision for BIT in continuous monitoring mode, as a function of windowsize, w.

are in the process of converting this algorithm into low-
level code suitable for validation in the Mars Odyssey
testbed. It is currently being considered as a capability
enhancement for the Odyssey second extended mission,
beginning in fall 2006.
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